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Zusammenfassung
Symbolische Darstellungen und Suchalgorithmen stoßen auf zunehmendes Interesse im Bereich der optimalen Planung. Binäre Entscheidungsdiagramme
(BDDs) bilden die Grundlage für symbolische Suchalgorithmen. Eng verwandt
mit BDDs sind algebraische Entscheidungsdiagramme (ADDs), die zur Darstellung heuristischer Funktionen verwendet werden. Fortschritte wurden zudem im Umgang mit Modellen erzielt, die zustandsabhängige Aktionskosten
berücksichtigen. Hier werden die Kosten in Form von kantengewichteten mehrwertigen Entscheidungsdiagrammen (EVMDDs) dargestellt, die exponentiell
kompakter sein können als die entsprechende ADD-Darstellung. Im Bereich der
symbolischen Planung wurden sie jedoch noch nie berücksichtigt.
In dieser Arbeit wird die EVMDD-basierte symbolische Suche für Anwendungen im Bereich optimaler Planung untersucht. Zur Realisierung einer
EVMDD-basierten Planung werden die Darstellungen von Zustandsmengen
und Übergangsbeziehungen mit EVMDDs definiert. Des Weiteren wird gezeigt,
wie die für EVMDD-A* erforderlichen Operationen berechnet werden. Diese
EVMDD-basierte Version des symbolischen A*-Algorithmus verallgemeinert die
BDD-Variante und ermöglicht es, Planungsaufgaben mit zustandsabhängigen
Aktionskosten zu lösen. Formal wird bewiesen, dass der vorgestellte Ansatz
korrekt, vollständig und optimal ist. Es wird ein Planungssystem namens
Symple eingeführt, das EVMDD-A* mit Progression, Regression und bidirektionaler Suche implementiert. Aufgrund des Mangels an Domänen mit zustandsabhängigen Aktionskosten wird ein neues Benchmark-Set erstellt, das aus
mehreren Domänen besteht. Experimente zeigen, dass BDD-A* bei vielen Aufgaben mit Einheitskosten überlegen ist, während Symple mit EVMDD-A* alle
anderen Ansätze in Domänen mit zustandsabhängigen Aktionskosten übertrifft.
Die Ergebnisse unterstreichen die Nützlichkeit symbolischer Ansätze und die
Machbarkeit des Umgangs mit Modellen, die über Einheitskosten hinausgehen.

iv

Abstract
Symbolic representations have attracted increasing attention in optimal planning. Binary Decision Diagrams (BDDs) form the basis for symbolic search
algorithms. Closely related are Algebraic Decision Diagrams (ADDs) used to
represent heuristic functions. Furthermore, progress was made in dealing with
models that take state-dependent action costs into account. Here, costs are represented as Edge-Valued Multi-Valued Decision Diagrams (EVMDDs), which
can be exponentially more compact than the corresponding ADD representation. However, they were not yet considered in the field of symbolic planning.
In this work, EVMDD-based symbolic search is studied for applications in
optimal planning. In order to realize EVMDD-based planning the representations of state sets and transition relations with EVMDDs are defined. Furthermore, it is shown how to compute the operations required for EVMDD-A*. This
EVMDD-based version of symbolic A* generalizes the BDD variant and allows
to solve planning tasks with state-dependent action costs. It is shown that the
proposed approach is sound, complete and optimal. A planning system called
Symple is introduced which implements EVMDD-A* with progression, regression and bidirectional search. Due to the lack of domains with state-dependent
action costs, a new benchmark set consisting of several domains is created. Experiments show that BDD-A* is superior on many tasks with unit-costs while
Symple with EVMDD-A* outperforms all other approaches in domains with
state-dependent action costs. The results highlight the usefulness of symbolic
approaches and the feasibility of dealing with models that go beyond unit costs.
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Chapter 1

Introduction
Planning is a central part of Artificial Intelligence that deals with the automated
generation of behavior to achieve certain goals [GB13]. In other words, “planning is the art and practice of thinking before acting” (Patrik Haslum [Has06]).
Planning involves finding a solution (a plan) for various reasoning problems
[Hel08]. In this context, solvers (planners) are programs which take a description of a planning task as input and automatically compute a possible solution
for that problem [Tor15]. Such planners are general (domain-independent) as
they can solve all kinds of problems such as greenhouse logistics [HL10], naturallanguage generation [KH10] or robot control [Nil84; SDB17]. In classical planning, the task is to find a sequence of given actions (a plan) so that sequential
execution of the actions changes the current situation (an initial state) into a
desired situation (a goal) [Hel08]. It is assumed that the application of an action
is always successful (deterministic actions), that the environment only changes
when an action is executed (static environment) and that the initial state is
fully known (full observability). The search for a plan with the lowest costs is
called optimal planning. In 1998, the first International Planning Competition
was held in order to advance the field of planning [Hel08]. More recently, in
2014, planning based on symbolic search proved to be a useful approach to optimal classical planning, as the results of the “Sequential Optimal Track” in the
Eighth International Planning Competition [Val+15] showed.

1.1

Motivation and Related Work

The motivation for the present thesis originates from the recent observation
that symbolic planning is a useful and powerful approach for optimal planning.
Symbolic versions of planners are similar to their explicit counter parts, but
operate on entire sets of states instead of single states. Usually, Binary Decision
Diagrams (BDDs) [Bry86] are used as the underlying symbolic data structure
[ER98; EH01; TLB13]. Hansen et al. [HZF02] used Algebraic Decision Diagrams (ADDs) [Bah+97] for symbolic planning. Despite the general importance
of this work, there are some aspects missing: (a) only non-zero action costs are
supported, (b) no solution for reconstructing plans after finding a goal state
was provided, and (c) no empirical evaluation regarding actual planning was
made. Recently, an alternative symbolic data structure, the so-called Edge1
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Valued Binary (or: Multi-Valued) Decision Diagrams (EVBDDs/EVMDDs)
[LPV96; CS02], have been successfully used in planning with state-dependent
action costs [GKM15; GKM16]. But, to the author’s best knowledge, neither
EVBDDs nor EVMDDs have been used for symbolic planning so far. EVMDDs
have the following three advantages over BDDs and ADDs which raise the fundamental question as to whether these advantages can be used for symbolic
planning. (a) BDDs and ADDs only allow branching over binary variables.
This requires to represent a single multi-valued variable of a planning task with
several binary variables which makes it more complicated to find good variable
orders. (b) BDDs can only represent Boolean functions and therefore only allow two output values. This requires complicated techniques such as embedding
the open list in subgroups with identical g-values (bucketing). With different
action costs the fragmentation further increases. Even worse, for planning tasks
with state-dependent action costs, it is not clear how to represent actions as
transition relations with BDDs, as the resulting successor state set may have
different costs for each state. (c) The representation of a function can be exponentially larger with ADDs than with EVBDDs/EVMDDs, regardless of the
variable ordering. Furthermore, the EVBDDs/EVMDDs representation of every function always has fewer nodes than the equivalent ADD representation
[RS10]. EVMDDs are a “solution” for all listed issues. In this master’s thesis,
the question is addressed whether and under which conditions these theoretical
advantages of EVMDDs over BDDs and ADDs can be put to practical use in
optimal symbolic planning.

1.2

Outline

Chapter 2 gives an overview on classical planning, search algorithms, symbolic
planning and decision diagrams which can be used as underlying data structure
for symbolic planning. In Chapter 3, Edge-Valued Multi-Valued Decision Diagrams are introduced and necessary operations are generalized and defined for
EVMDDs. These operations form the basis for a novel symbolic search algorithm: EVMDD-A* which is a sound, complete and optimal EVMDD variant
of A* (see Chapter 4). In Chapter 5, a planning system called Symple which
is based on EVMDD-A* is introduced and compared with state-of-the-art planning systems. Finally, Chapter 6 concludes the thesis and discusses future work.

1.3

Contribution

In order to empirically compare the planning system developed in the framework
of this master’s thesis (Symple) with state-of-the-art planning systems, Symple
is already registered for participation in the International Planning Competition 2018. Furthermore, parts of this work were summarized in a manuscript
and submitted as a full paper for the Proceedings of the 28th International
Conference on Automated Planning and Scheduling (ICAPS 2018):
Speck, D., Geißer, F. and Mattmüller, R. (2018). Symbolic Planning
with Edge-Valued Multi-Valued Decision Diagrams. In: Proceedings of
the Twenty-Eighth International Conference on Automated Planning and
Scheduling (ICAPS 2018). Submitted.

Chapter 2

Classical Planning
In this chapter classical planning is described and formally defined. A brief
overview of search algorithms used in planning is given and symbolic planning
is discussed in detail.

2.1

Classical Planning Task

In classical planning, the task is to find a sequence of given actions (a plan)
so that sequential execution of the plan changes the current situation (an initial state) into a desired situation (a goal ) [Hel08]. Based on Geißer, Keller
and Mattmüller [GKM15], a planning task with state-dependent action costs is
defined as follows.
Definition 1 (Planning Task [GKM15]). A planning task is a tuple Π =
(V, A, s0 , s? , (ca )a∈A ) consisting of the following components: V = {v1 , . . . , vn }
is a finite set of state variables, each with an associated finite domain Dv =
.
{0, . . . , |Dv | − 1}. A fact is a pair (v, d), alternatively written as v = d, where
v ∈ V and d ∈ Dv , and a partial variable assignment s over V is a consistent set
of facts. If s assigns a value to each v ∈ V, s is called a state. Let S denote the
set of states of Π. A is a set of actions, where an action is a pair a = hpre, effi
of partial variable assignments (or: sets of facts), called preconditions and effects. Here, pre(a) refers to the precondition of a and prevars(a) refers to the
corresponding variables. Similarly, eff(a) and effvars(a) refers to the effect of
a, and the variables, respectively. The state s0 ∈ S is called the initial state,
and the partial state s? specifies the goal condition. Each action a ∈ A has an
associated computable cost function ca : S → N that assigns the application cost
of a to all states.
Two important special cases are unit-cost planning tasks and constant-cost
planning tasks. In a unit-cost planning task, all action cost functions are always
equal to 1, i.e. for all a ∈ A, s ∈ S it holds that ca (s) = 1. In a constant-cost
planning task, an action has always the same costs regardless of the state, i.e.
for all a ∈ A and for all s, s0 ∈ S it holds that ca (s) = ca (s0 ).
An action a ∈ A is applicable in state s ∈ S iff its precondition pre(a) is
satisfied in s: pre(a) ⊆ s. The application of action a to state s yields state ŝ
such that ŝ(v) = eff(a)(v) where eff(a)(v) is defined and ŝ(v) = s(v) otherwise.
3
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The state ŝ is denoted by s[a]. A state s is a goal state iff s satisfies the goal
condition, i.e. s? ⊆ s. The set of goal states is denoted by S? . A plan for a
planning task Π is defined as follows [GKM15; GB13].
Definition 2 (Plan). A plan π = ha0 , . . . , an−1 i for planning task Π is a
sequence of applicable actions which generates a sequence of states s0 , . . . , sn
where sn ∈ S? is a goal state and si+1 = si [ai ] for all i = 0, . . . , n − 1. The
cost of planPπ is the sum of action costs along the induced state sequence, i.e.,
n−1
cost(π) = i=0 cai (si ). A plan π is optimal if there exists no other plan π 0
with lower plan cost.
Several questions can be asked about a classical planning task Π, which define different problems: (a) the existence of a plan for Π (plan existence), (b)
the search for any plan (satisficing planning), and (c) the search for a plan with
the lowest costs (optimal planning) [Tor15]. All three problems are known to
be hard. Already the plan existence problem (a) can be shown to be PSPACEcomplete [Byl94]. Therefore, polynomial algorithms which solve any of these
three problems are extremely unlikely to exist and “in the worst case, all planning algorithms are bad”. That is why planning algorithms are usually empirically evaluated with benchmark domains to measure their performance in an
average-case fashion [Hel08]. In practice, optimal planning turns out to be more
challenging than satisficing planning. Optimal planning usually requires more
resources to prove that the plan found is an optimal plan [Tor15]. The focus of
this thesis is on computing optimal plans for classical planning tasks with unit,
constant and state-dependent action costs.

2.2

Search Algorithms in Planning

Some state-of-the-art planning systems (planners) in optimal planning make
use of heuristic search and therefore are usually based on state space search.
Well-known representatives are the FF (“Fast Forward”) Planning System [HN01] and the Fast Downward Planning System [Hel06]. The state
space of a planning task Π is the transition system or state space graph. Such
a transition system consists of nodes that correspond to (world) states1 , and
labeled and weighted edges between two states that correspond to the applications of actions and the associated costs. Search algorithms of planners traverse
the state space of Π until a path between the initial state and a goal state is
found. The sequence of actions which form such a goal path is a plan for Π. In
order to proof that a plan is optimal, all states which might be part of a better
plan, i.e. a cheaper plan, have to be exhaustively explored [GB13; Tor15].
Among others, best-first search algorithms can be used to find optimal plans.
These algorithms explore the state space graph by expanding the most promising node with respect to a specified rule. To track the “search progress”, all
expanded nodes whose successors have already been generated are stored in a
closed list. Similarly, all promising (generated) nodes that have not yet been
expanded are saved in an open list. Well-known members of the best-first search
family are uniform-cost search [Dij59] and A* [HNR68].
1 Search nodes do not necessarily have to correspond to states in planning. In the following,
the term node is used in the context of general search, and the term state is used in the context
of actual state space search.
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Uniform-cost search. Uniform-cost search is also known as Dijkstra’s algorithm [Dij59]. In addition to each generated node n, the by then cheapest
path between the initial state and n is stored. Its costs are called g-values and
denoted by g(n) for node n. Nodes are expanded in ascending order of g-values.
There are no negative action costs in planning, so the g-value of an expanded
node can never decrease. Therefore, once a goal path with uniform cost search
has been found, the corresponding plan is optimal [GB13; Tor15].
To relieve the search for an (optimal) plan it is possible to use and generate
knowledge about the goal. The usual way to realize that, is to take advantage of
a function h that provides a “quick-and-dirty” estimation from a state to a goal
state. Such a function is called heuristic and denoted by h(s) for every state s.
In general, “good” heuristics can guide the search in such a way that fewer nodes
have to be expanded which reduces the effort of finding a goal state. Algorithms
which employ heuristics are called heuristic search algorithms. Heuristics can
have theoretical properties such as admissibility or consistency. Heuristics and
relevant theoretical properties are defined as follows [GB13; Pea84].
Definition 3 (Heuristic). A heuristic is a computable function h : S 7→ N∪{∞}
which estimates the cost to reach a goal state from any state s ∈ S. The perfect
heuristic h∗ maps each state s to the cost of the cheapest path from s to any
goal state. If no such path exists, h∗ maps s to ∞.
Definition 4 (Admissibility and Consistency). Heuristic h is called admissible
if h never overestimates the cost of reaching a goal state, i.e. h(s) ≤ h∗ (s) for
all s ∈ S. Heuristic h is called consistent if (1) h(s) ≤ h(s[a]) + ca (s) for all
s ∈ S and a ∈ A where s[a] is defined, and (2) h(s) = 0 for all s ∈ S ∗ . Note,
every consistent heuristic is admissible but not every admissible heuristic is also
consistent.
Algorithms which take advantage of heuristics are often called informed
whereas algorithms which don’t use heuristics are called uninformed [Tor15].
A* uses heuristics to guide and relieve the search.
A*. In A* [HNR68], nodes are expanded in ascending order according to their
f -values, until a goal state is found. The f-value is defined as f (n) = g(n)+h(n)
for node n. A* is guaranteed to find optimal plans if the employed heuristic
is admissible (Definition 4). Furthermore, A* is guaranteed to expand states
only once and to generate an optimal plan if the heuristic is consistent. Note,
uniform-cost search is a special case of A* where h(s) = 0 for all states s ∈ S.
The addressed algorithms incrementally traverse the search space. Nodes
are first generated then explored and usually discarded afterwards. At no point
in time it is required to store the graph explicitly in the memory. This is crucial
because the state space of a planning task Π is exponential in the number of
variables V of Π [GB13]. Nodes are generally processed explicitly. To be more
precise, each state is handled on its own, i.e. states are expanded one after the
other to explicate the implicit search graph. That’s why the discussed search
techniques are called explicit search (planning) which is the most common way
of searching in planning [Kis12; Tor15].

6
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2.3

Symbolic Search Planning

While explicit search operates on individual states, symbolic search operates
on sets of states. To be more specific, symbolic versions of search algorithms
are similar to their explicit counter parts, but expand entire sets of states. In
order to realize this, compact and efficient data structures (Decision Diagrams)
are used to represent sets of states. The most popular Decision Diagrams are
Binary Decision Diagrams (BDDs) [Bry86] in symbolic search [Tor15].
Symbolic search was originally introduced in the area of model checking
as reachability analysis. The first domain-independent symbolic planning system using a symbolic version of A* (BDDA*) [ER98], was MIPS [EH01]. In the
following years, heuristics such as Symbolic Pattern Database Heuristic or Symbolic Partial PDBs were generalized for symbolic planning. In 2008, Gamer
[EK09], a symbolically based planning system, won the cost-optimal sequential track of the International Planning Competition (IPC), which exemplified
the usefulness of symbolic approaches. In contrast to the IPC-2011, where
an explicit-state heuristic search planning system (Fast Downward Stone
Soup-1 [Hel+11]) won the cost-optimal sequential track, in 2014 symbolic approaches struck back. At the time, four of the top five performing planner
took advantage of symbolic representations. Symba2 [TAB14] was the top performer and showed a significant lead [EKT15]. Symbolic search has proven to
be a useful approach to optimal classical planning, as shown by the results of
the sequential optimal track of the International Planning Competition 2014.
The following section initially describes how planning tasks are represented as
symbolic formulas, and then discusses the underlying data structures and their
role in symbolic planning.

2.4

Symbolic Representation in Planning

Symbolic search operates on sets of states by performing operations on a representation of their characteristic function. Given a subset of states S ⊆ S, the
characteristic function ξS indicates if a state s ∈ S is contained in the state set
S. In a propositional setting, the characteristic function ξS1 is a Boolean-valued
function mapping each state s ∈ S which is not contained in S to false (0),
and each state s ∈ S which is contained in S to true (1). In an arithmetic
setting, the characteristic function ξS∞ is similar, but values are interpreted as
costs. Thus, ξS∞ is an arithmetic function mapping each state s ∈ S which is
not contained in S to infinity (∞) and each state s ∈ S which is contained in S
to zero (0). Formally, both functions are defined as follows.
Definition 5 (Boolean Characteristic Function). Given a set of states S ⊆
S, the characteristic function ξS represents whether a given state belongs to
S. There is a Boolean-valued characteristic function ξS1 : S 7→ {0, 1} and an
arithmetic characteristic function ξS∞ : S 7→ {0, ∞} where
ξS1 (s)

(
1,
:=
0,

if s ∈ S
otherwise

and

ξS∞ (s)

(
0,
:=
∞,

if s ∈ S
otherwise.

Manipulating sets of states is then equivalent to transforming their corresponding characteristic functions. In the propositional setting, union (∪) and
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intersection (∩) over sets of states can be derived from the disjunction (∨) and
conjunction (∧) of their corresponding characteristic function ξ 1 . Similarly, the
complement of a set of states (S c ) is the same as the negation of its characteristic function (¬). For example, states belonging to S ∪ S 0 are represented by
the formula ξS1 ∨ ξS1 0 [Tor15]. These concepts can be generalized for arithmetic
functions which will be discussed in more detail in Chapter 3.
As already mentioned, in symbolic planning, sets of states are expanded
at once. In order to realize such an expansion, actions of a planning task are
represented by so-called transition relations (TRs). The TR Ta of action a is
the binary relation over S consisting of all pairs (s, t) where a is applicable in
s and s[a] = t. Just as sets of states can be represented by their characteristic
function, so can TRs. However, since TRs describe two states at once, two sets
of variables are required. The source set is represented by unprimed variables
v ∈ V. The target set is represented by primed variables v 0 : for each v ∈ V
there exists a primed version v 0 with Dv = Dv0 . Conceptually, in planning, the
source set encodes the action precondition and the target set its effects. Given
a set of states S and a TR Ta , the image operation image(ξS , Ta ) produces a
representation of the set of successor states that can be reached from S with
a. Similarly, the preimage operation produces a representation of the set of
predecessor states from which a state in S can be reached with a [Tor15].

2.5

Decision Diagrams

Decision Diagrams (DDs) are an alternative to the “classic” representation (formulas) of Boolean functions. Using DDs, functions can be represented and
manipulated compactly. The main idea is to break down function f into subfunctions, so that f can be reassembled from them. DDs are typically considered in a reduced and ordered form [BM08]. The main advantages of DDs are
[EKT15]:
• A polynomial-sized DD can represent exponentially many state.
• Regression and bidirectional search are similar because forward and backward exploration only differ in starting with the initial state or the goal
states and in using the image or preimage operator.
• The compact representation of states can lead to faster runtimes.
Nevertheless, there are many different decision diagrams, each with advantages and disadvantages. Table 2.1 lists some DDs with their abbreviations.
These DDs are briefly described and their relevance in (optimal) planning is
pointed out. Graphically, a DD is represented by a rooted directed acyclic
graph and by a dangling incoming edge to the root node. The terminal node
is depicted by a labeled rectangular node. Edge labels are written next to the
edges and edge weights, if they exist, are written in boxes on the edges. Note:
BDDs, ADDs and EVBDDs are defined over binary variables and are therefore
special cases of MDDs, MTMDDs and EVMDDs. Variables V of a planning
task Π can be multi-valued. Therefore, when using BDDs, ADDs or EVBDDs,
each finite-domain variable v ∈ V is represented by dlog2 |Dv |e binary variables.

8
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Decision Diagram (DD)

Abbreviation

Binary Decision Diagram

BDD

Multi-Valued Decision Diagram

MDD

Algebraic Decision Diagram

ADD

Multi-Terminal Multi-Valued Decision Diagram

MTMDD

Edge-Valued Binary Decision Diagram

EVBDD

Edge-Valued Multi-Valued Decision Diagram

EVMDD

Table 2.1: Overview of different decision diagrams and their abbreviations.

BDDs and MDDs
The most prominent representation of Boolean(-valued) characteristic functions
and transition relations in symbolic planning are (reduced and ordered) Binary Decision Diagrams (BDDs) [Bry86]. Planning systems like MIPS [EH01],
Gamer [EK09] and Symba2 [TAB14] are based on BDDs. A BDD is a directed
acyclic graph with a single root node and two terminal nodes, the 0-sink and
the 1-sink. Internal nodes correspond to binary variables, and each node has
two successors. The low edge represents that the current variable is false, while
the high edge represents that the current variable is true. Evaluation of a function then corresponds to the traversal of the BDD according to the assignment
of the variables. MDDs are a generalization of BDDs, where variables can be
multi-valued.
Example 1. Figures 2.1a and 2.1b show the reduced BDD and MDD (alpha1
betical variable order) for characteristic function ξ{s∈S
| s(x)=3 and s(y)=0} with
Dx = {0, 1, 2, 3} and Dy = {0, 1}. Note: All states contained in {s ∈ S | s(x) =
3 and s(y) = 0} are mapped to true (1) and all others to false (0).

ADDs and MTMDDs
Algebraic Decision Diagrams [Bah+97] represent algebraic functions of the form
f : S → Q∪{∞}. Informally, while BDDs only have two sink nodes, ADDs have
one sink node for each evaluation of f . ADDs are closely related to BDDs, and
they can be transformed to a sequence of BDDs in polynomial time with at most
polynomial overhead in memory with respect to the ADD size [Tor15]. Hansen
et al. [HZF02] use ADDs as underlying data structure for symbolic planning.
Nevertheless, in the work of Hansen et al. [HZF02] additional improvements
would be desirable as: (a) the support of zero action costs, (b) a solution for
reconstructing plans after finding a goal state, and (c) an empirical evaluation
regarding actual planning. However, ADDs were successfully used to represent
heuristics, such as Merge-and-Shrink abstraction [Hel+14] in combination with
BDD-based symbolic search [TLB13]. Again, MTMDDs are a generalization of
ADDs, where variables can be multi-valued.
Example 2. Figures 2.1c and 2.1d show the reduced ADD and MTMDD (al∞
phabetical variable order) for the characteristic function ξ{s∈S
| s(x)=3 and s(y)=0}
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with Dx = {0, 1, 2, 3} and Dy = {0, 1}. Note: All states contained in {s ∈
S | s(x) = 3 and s(y) = 0} are mapped to 0 (zero cost) and all others to ∞
(infinity cost).
Example 3. Figure 2.2b shows the reduced MTMDD (alphabetical variable order) for function f (x, y) = 2x + y + 1 with Dx = {0, 1, 2, 3} and Dy = {0, 1}.

EVBDDs and EVMDDs
Representations for functions of the form f : S → Q ∪ {∞} are Edge-Valued
Multi-Valued Decision Diagrams (EVMDDs) [CS02] which recently have gained
attention through their use in planning with state-dependent action costs
[GKM15; GKM16]. To the author’s best knowledge neither EVBDDs nor
EVMDDs have been used for symbolic planning in the past. This thesis focuses
on using EVMDDs as underlying data structure for symbolic planning. Here,
for the sake of completeness, EVMDDs are briefly described. Chapter 3 covers
the formal definition of EVMDDs and their advantages over BDDs and ADDs.
An EVMDD is a rooted directed acyclic graph with a dangling incoming edge to
the root node. Internal nodes correspond to variables v ∈ V , and each node has
Dv successors with an assigned weight to the edge. A function can be evaluated
by traversing the graph according to the variable assignment and simultaneously
adding up the edge weights. The resulting sum is finally the function value for
the corresponding variable assignment. EVBDDs are a special case of EVMDD
where only binary variables are used.
Example 4. Figures 2.1e and 2.1f show the reduced EVBDD and EVMDD (al∞
phabetical variable order) for the characteristic function ξ{s∈S
| s(x)=3 and s(y)=0}
with Dx = {0, 1, 2, 3} and Dy = {0, 1}. Note: All states contained in {s ∈
S | s(x) = 3 and s(y) = 0} are mapped to 0 (zero cost) and all others to ∞
(infinity cost).
Example 5. Figure 2.2c shows the reduced EVMDD (alphabetical variable order) for function f (x, y) = 2x + y + 1 with Dx = {0, 1, 2, 3} and Dy = {0, 1}.
Table 2.2 summarizes all presented DDs and their mechanisms. In the following chapter, EVMDDs are defined, advantages of EVMDDs over other DDs
are discussed and it will be shown how EVMDDs can be used in planning.
Decision Diagram

Function

Variables

Mechanism

BDD

Boolean

Boolean

Terminals

MDD

Boolean

Multi-Valued

Terminals

ADD

Q ∪ {∞}

Boolean

Terminals

MTMDD

Q ∪ {∞}

Multi-Valued

Terminals

EVBDD

Q ∪ {∞}

Boolean

Sum of Edge Weights

EVMDD

Q ∪ {∞}

Multi-Valued

Sum of Edge Weights

Table 2.2: Overview of different decision diagrams and their functionality.
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(a) BDD representing ξS1 .
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(e) EVBDD representing ξS∞ .
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(f) EVMDD representing ξS∞ .

Figure 2.1: All Decision Diagrams represent the same set of states S = {s ∈
S| s(x) = 3 and s(y) = 0} with Dx = {0, 1, 2, 3} and Dy = {0, 1} using the
corresponding characteristic function. Regarding the shown BDD and MDD,
all states contained in S are mapped to true (1) and all others to false (0).
With respect to the shown ADD, MTMDD, EVBDD and EVMDD all states
contained in S are mapped to 0 (zero cost) and all others to ∞ (infinity cost).
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(b) The MTMDD representing function f (x, y) = 2x + y + 1.
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(c) The EVMDD representing function f (x, y) = 2x + y + 1.

Figure 2.2: Representation of an arithmetic function f (x, y) = 2x + y + 1 as
reduced MTMDD and EVMDD with alphabetical variable order.

Chapter 3

EVMDD-Based Planning
In this chapter Edge-Valued Multi-Valued Decision Diagrams (EVMDDs) are
defined and their functionality is described in detail. Furthermore, it will be
discussed why it is interesting to use EVMDDs as underlying data structure for
symbolic planning. In order to realize symbolic planning with EVMDDs, additional operations for EVMDDs are defined and generalized. Finally, transition
relations as well as the image and preimage operation for EVMDDs are defined
which form the basis of an A* version for EVMDDs.

3.1

Edge-Valued Multi-Valued Decision Diagram

Edge-Valued Multi-Valued Decision Diagrams (EVMDDs) [CS02] are another
representation for functions of the form f : S → N∪{∞} and have gained attention through their use in planning with state-dependent action costs [GKM15;
GKM16].1
Definition 6 (EVMDD). An EVMDD over V is a tuple E = hκ, f i, where κ ∈ Z
is a constant and f is a directed acyclic graph consisting of two types of nodes:
(i) there is a single terminal node denoted by 0. (ii) A nonterminal node v is a
tuple (v, χ0 , . . . , χk , w0 , . . . , wk ) where v ∈ V is a variable, k = |Dv |−1, children
χ0 , . . . , χk are terminal or nonterminal nodes of E, and w0 , . . . , wk ∈ N ∪ {∞}
s.t. mini=0,...,k wi = 0 are the weights assigned to the edges to the children.
Here, f also refers to the root node of E. Edges of E between parent and
child nodes are implicit in the definition of the nonterminal nodes of E. The
weight of an edge from v to child χi is wi . When talking about subgraphs,
f i refers to χi and κif to wi . The following definition specifies the arithmetic
function denoted by a given EVMDD.
Definition 7 (EVMDDs and Functions). An EVMDD E = hκ, f i denotes the
arithmetic function κ + f where f is the function denoted by f . The terminal
node 0 denotes the constant function 0, and (v, χ0 , . . . , χk , w0 , . . . , wk ) denotes
the arithmetic function over S given by f (s) = fs(v) (s) + ws(v) , where fs(v) is
the arithmetic function denoted by child χs(v) . E(s) is written for κ + f (s).
1 In

general, EVMDDs can represent functions of the form f : S → Q ∪ {∞}.
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In the graphical representation of an EVMDD E = hκ, f i, f is represented by
a rooted directed acyclic graph and κ by a dangling incoming edge to the root
node of f . The terminal node is depicted by a rectangular node labeled 0. Edge
labels d are written next to the edges, edge weights wd in boxes on the edges.
With regard to the representation of sets of states, the following is defined.
Definition 8 (EVMDD and Characteristic Function). Let S ⊆ S be a set of
states and ξS∞ its characteristic function. Then ES represents ξS∞ . Here, s ∈ ES
is written, iff ES (s) 6= ∞.
Example 6. Figure 3.1a shows an EVMDD ES with S = {s|s(xi ) = 1 and s(yi ) =
1 for any 1 ≤ i ≤ 3} where V = {x1 , x2 , x3 , y1 , y2 , y3 } and Dv = {0, 1} for all
v ∈ V.
In popular usage, the term EVMDD almost always refer to Reduced Ordered
Edge-Valued Multi-Valued Decision Diagrams (ROEVMDD). Such ROEVMDDs
are canonical (unique) for a specific function and variable order [LPV96; CS02].
Advantages of ROEVMDDs are that equivalence checking is simple and the
number of nodes are reduced. Definition 9 defines a reduced EVMDD and
Definition 10 defines an ordered EVMDD [LPV96].
Definition 9 (Reduced EVMDD). An EVMDD E is reduced if (i) there is no
internal node (v, χ0 , . . . , χk , 0, . . . , 0) with χi = χj for all i, j ∈ {0, . . . , k}, and
(ii) there are no two nonterminal nodes n and n0 such that n = n0 . 2
Definition 10 (Ordered EVMDD). An EVMDD is ordered if it satisfies the
requirement that variables on each path from root to sink always appear in the
same order.
Other reduction concepts can be found in literature. For example, Geißer,
Keller and Mattmüller [GKM15] used quasi-reduced EVMDDs. Informally, a
EVMDD is quasi-reduced if it branches over all variables on all paths such that
no variable level is skipped, even if it does not affect the function value.
EVMDDs often share the same variable order. Given such a variable order
v|V|−1 , . . . , v0 , the variables are numbered in descending order starting with |V|,
i.e. variable vi has index/level i + 1. Function varIndex(v) maps each node
v = hv, χ0 , . . . , χk , w0 , . . . , wk i to the index of v. The unique terminal node 0
is mapped to 0. Thus, an EVMDD is ordered if the variable indices of nodes
appear on all paths from root to sink in descending order. Such a variable order
can play a crucial part to compactly represent a function as DD. Similar to
BDDs, EVMDDs can have an exponential gap between the representation of a
function with two different variable orders.
Example 7. Let V = {x1 , y1 , . . . , xn , yn } be a set of variables with Dv = {0, 1}
for all v ∈ V and S = {s|s(xi ) = 1 and s(yi ) = 1 for any 1 ≤ i ≤ n}. Figure
3.1a shows a polynomial sized EVMDD representing function ξS∞ with variable
order x1 , y1 , . . . , xn , yn . Figure 3.1b shows an exponential sized EVMDD representing the same function ξS∞ with variable order x1 , . . . , xn , y1 , . . . , yn .
From now on all EVMDDs are considered as reduced and ordered, i.e.
EVMDD stands for ROEVMDD. Furthermore, it is assumed that all EVMDDs
share the same variable order.
2 To

be exact, (ii) is already included in our definition of a node as tuple.
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(a) An EVMDD with variable order
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(b) An EVMDD with variable order
x1 , x2 , x3 , y1 , y2 , y3 which is exponential in the number of variables.

Figure 3.1: Examples of different variable orderings for EVMDDs. Both
EVMDDs represent the same set of states S = {s|s(xi ) = 1 and s(yi ) =
1 for any 1 ≤ i ≤ n} using the characteristic function ξS∞ . Shown here for
n = 3. Example is based on a BDD version [Tor15; Kis12].
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Operations and APPLY
Using EVMDDs, functions can be represented and manipulated compactly
[BM08]. Some operations for EVMDDs have already been defined in the literature. Operations are usually efficiently realized with a so-called apply
algorithms. apply applies a binary operation ◦ that is closed over integers
to two EVMDDs. It takes as argument two EVMDDs Ef , Eg and a binary
operation ◦, and returns an EVMDD Ef ◦g . EVMDDs (or DDs in general) are
not only a useful data structure for symbolic planning because of their space
efficiency, but also because they can be manipulated efficiently [RS10].
APPLY. Algorithm 1 describes a basic version of the apply algorithm in
pseudo code which traverses both input EVMDDs Ef and Eg in a top-down
fashion and recursively applies operator ◦ to pairs of corresponding subgraphs.
In lines 2-3 it is checked if the EVMDDs point to the unique terminal node. If
so, the binary operator is applied. Figure 3.2a shows such a case.3 In lines 4-6 is
checked which input EVMDD points to a node with higher variable index/level.
There are two different cases which are handled by Algorithm 2 (lines 7-8):
(a) if both EVMDDs are on the same variable level, both EVMDDs are split
into subgraphs and the apply procedure is applied recursively (lines 9-10).
Figure 3.2b visualizes this case in more detail. (b) If, for example, EVMDD
Eg points to a node with higher variable index than Ef , then Eg is split into
k subgraphs where k is the number of children which Eg ’s root node has. To
all k subgraphs κg is added. EVMDD Ef remains the same and is “copied”
k-times (Figure 3.2c). In other words, the variable levels of both EVMDDs
are aligned. The apply procedure is then applied recursively (lines 9-10).
Finally, the resulting EVMDD Eh is assembled from the recursively constructed
subgraphs, normalized and reduced (lines 11-14). Note that there is also an
apply version for n−ary operations similar to the binary case. The unary and
binary apply versions are important special cases, which are frequently used
in practice [RS10].
Since the focus is on manipulating sets of states by transformations of their
characteristic functions, the extension of union and intersection for EVMDDs is
considered. Both operations can be realized with the apply procedure [CS02].
Definition 11 (IntersectionMax and UnionMin). Given functions f, g : S →
min
N ∪ {∞}, IntersectionMax (max
∧ ) and UnionMin ( ∨ ) are defined as follows:
max
min
Ef ∧ Eg = Emax(f,g) , and Ef ∨ Eg = Emin(f,g) .
Intuitively, for S, Ŝ ⊆ S, the union ES min
∨ E
Ŝ assigns ∞ to s iff s 6∈ S ∪ Ŝ.
Similarly, plus (+) and minus (−) can be realized with the apply procedure.
They are defined as usual: Ef + Eg = Ef +g and Ef − Eg = Ef −g [LPV96].

3 For some operations it is sufficient that only one of the EVMDDs consists of a direct edge
to the terminal node.
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Algorithm 1: Binary apply algorithm for two EVMDDs.
1

Function apply(Ef = hκf , f i, Eg = hκg , gi, ◦)
/* handle terminal case

2
3

/* process Ef and Eg according to their variable levels
4
5
6
7
8

10

12
13
14

*/

foreach i ∈ {0, . . . , k} do
hκih , hi i =apply(Efi , Egi , ◦)
/* normalize and reduce resulting EVMDD Eh

11

*/

maxLevel = max(varIndex(f ), varIndex(g))
var = varAtIndex(maxLevel )
k = |Dvar | − 1
Ef0 , . . . , Efk = process level(Ef , maxLevel , k)
Eg0 , . . . , Egk = process level(Eg , maxLevel , k)
/* recursive call for each subgraph (child)

9

*/

if terminal case(Ef , Eg , ◦) then
return (Ef ◦ Eg )

*/

val = min(κ1h , . . . , κkh )
Eh = hval , (var , h0 , . . . , hk , κ0h − val , . . . , κkh − val )i
Eh = reduce(Eh )
return Eh

Algorithm 2: Process level of an EVMDD.
1

Function process level(Ei = hκi , ii, maxLevel , k)
/* EVMDD Ei has highest or equal variable level than the other EVMDD
*/

2
3

if varIndex(i) = maxLevel then
return hκi + κ0i , i0 i, . . . , hκi + κki , ik i
/* EVMDD Ei has lower variable level than the other EVMDD

4

return Ei , . . . , Ei
| {z }
k-times

*/
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(b) Both EVMDDs are on the same level.
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(c) EVMDD Eg has a higher level than EVMDD Ef . Similar for the opposite case.

Figure 3.2: Different apply cases for EVMDDs.
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EVMDDs in Planning
This section discusses in detail why it makes sense to use EVMDDs as the underlying symbolic data structure instead of BDDs or ADDs in planning. The
main advantages and motivation to use EVMDDs are the following three shortcomings of BDDs and ADDs:
a) Branching. BDDs and ADDs only allow branching over binary variables.
This requires to represent a single multi-valued variable of a planning task with
several binary variables. This makes it harder to find good variable orders.
Fortunately, this problem can be solved easily by allowing decision diagrams to
branch over multi-valued variables.
b) Output values. BDDs can only represent Boolean functions and therefore
only allow two output values. This requires complicated techniques such as
embedding the open list in subgroups with identical g-values (bucketing) and
is therefore a more serious problem. It already occurs for planning tasks with
constant-cost while the fragmentation into various, often small buckets increases
with the number of different action costs. Regarding representing actions, it
was shown that aggregating actions with the same g-value speeds up symbolic
planning [TEK13; Tor15]. Again, with different action costs, the fragmentation
of actions increases. Even worse, for planning tasks with state-dependent action
costs, it is not clear how to represent actions as transition relations with BDDs,
as the resulting successor state set may have different costs for each state. It is
easy to avoid this problem by allowing more than two output values. Perfectly
suited for this purpose are ADDs/MTMDDs or EVBDDs/EVMDDs.
c) Size. The representation of a function can be exponentially larger with
ADDs then with EVBDDs. As Roux and Siminiceanu [RS10] has shown,
for
Pn
example, function f : {0, 1} → {0, . . . , 2n+1 −1} with f (x0 , . . . , xn ) = i=0 2i xi
has an exponentially larger ADD representation for every possible variable ordering than the equivalent EVMDD representation. They also showed that
the EVMDD representation of every function always has fewer nodes than
the equivalent MTMDD representation. Even if this does not mean that an
EVMDD always needs less memory than an equivalent ADD due to the additional representation of edge weights, this advantage in terms of compactness
can be crucial for the efficiency of operations.
EVMDDs are a “solution” for all listed issues. They proved already useful for calculating heuristics in combination with state-dependent action costs
[GKM15; GKM16]. However, to the author’s best knowledge, neither EVBDDs
nor EVMDDs have been used for symbolic planning in the past. Furthermore,
DDs that represent algebraic functions and can therefore handle state-dependent
action costs, were only discussed once in the form of ADDs [HZF02]. Nevertheless, in the work of Hansen et al. [HZF02] additional improvements would be
desirable as: (a) the support of zero action costs, (b) a solution for reconstructing plans after finding a goal state, and (c) an empirical evaluation regarding
actual planning. The following sections show how to realize these improvements
with EVMDDs.
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Finally, it should be mentioned that EVMDDs also have disadvantages compared to BDDs and ADDs. (a) Using EVMDDs instead of BDDs can lead to
unnecessary overhead for solving unit cost planning tasks where Boolean representations are sufficient to distinguish between reached and unreached states.
(b) Edge weights can complicate operations. (c) The representation of edge
weights in computers can be complicated (overflows, rounding errors) [RS10].

3.2

Additional EVMDD Operations

Regarding symbolic planning, additional operators are required, which have
been generalized for ADDs [HZF02], but were not yet introduced for EVMDDs.
The following additional operations are defined: existential quantification, restrict, preserve minimum and complement. The implementation of these operations is realized by specialization of the apply procedure (Algorithm 1).

Existential Least-Cost Quantification
Existential quantification for a propositional formula ψ is realized by the expression ∃vψ := ψ|v=0 ∨ ψ|v=1 , where ψ|v=i restricts the value of v to i. Hansen et
al. [HZF02] extend this concept to ADDs which they call existential least-cost
quantification.
Definition 12 (Least-Cost Quantification). Given an arithmetic function f ,
the existential least-cost quantification over a variable v, written as ∃LC
v (f ),
corresponds to the minimal cost of f for all values of v. This concept is generalized to multi-valued domains. Furthermore, if V is a set of variables, ∃LC
V (f )
performs least-cost quantification for all variables v ∈ V :
min
min
min
∃LC
v (E) := E|v=0 ∨ E|v=1 ∨ · · · ∨ E|v=|D(v)|−1

(3.1)

∃LC
V (E)

(3.2)

:=

LC
LC
∃LC
v1 (∃v2 (· · · (∃v|V | (E)) · · · ))

Computing existential least-cost quantification over variable v requires
|D(v)| calls of the restrict operator, and dlog2 (|D(v)|)e calls of applying UnionMin. Generalizing the restrict operator for EVMDDs is straightforward: Applying E|v=i to a node v = (v, χ0 , . . . , χk , w0 , . . . , wk ) replaces v with χi . The
weight wi is pulled up and added to the corresponding edge weight connecting
v with its parent.
Example 8. Figures 3.3a to 3.3f depicts EVMDDs E, E|y=0 and E|y=1 . The application of the restrict operation is visualized in red. Figure 3.3g shows EVMDD
min
∃LC
y (E) = E|y=0 ∨ E|y=1 .
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Figure 3.3: Application of the restrict operator and of existential least-cost
quantification for EVMDDs. The implementation of the restrict operator is
visualized in red. Note that the node z has no predecessor when restricting y
to 0, see (b) and (c).
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complement operator.

(c) The resulting EVMDD ¬Ef after applying the complement operator.

Figure 3.4: Application of the complement operator for EVMDDs. The implementation of the complement operator is visualized in red.

Complement
For arithmetic functions, no traditional complement exists. The complement of
function f : S → N ∪ {∞} is defined as the function ¬f (s) = 0, if f (s) = ∞
and ¬f (s) = ∞, otherwise. In other words, the complement of function refers
to all states with infinite cost. Note that this definition of the complement is
not self inverse because information about finite costs are lost. Formally, the
complement is defined as follows.
Definition 13 (Complement). The complement of function f : S → N ∪ {∞}
is defined as
(
¬f (s) =

0,
∞,

if f (s) = ∞
otherwise.

The complement operator for EVMDDs can be implemented such that
weights of edges leading to an inner node are set to zero and weights of edges
leading to the terminal node (terminal case) are mapped to zero if they have
infinity weight and to infinity otherwise. Here, ¬Ef stands for the application
of the complement operator to EVMDD Ef , i.e. ¬Ef = E¬f .
Example 9. Figure 3.4a lists function f and ¬f defined over variables V =
{x, y} with Dx = Dy = {0, 1, 2}. Figures 3.4b and 3.4c show EVMDDs Ef and
¬Ef . The implementation of the complement operator is visualized in red.
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Figure 3.5: Application of the preserve-min operator for EVMDDs. The implementation of the preserve-min is visualized in red.

Preserve-Min
In EVMDD-based planning, the preserve-min operation can be used to extract
states with lowest cost from an EVMDD. Given f : S → N ∪ {∞}, the function
pmin(f ) : S → N ∪ {∞} is defined as pmin(f )(s) = f (s) if f (s) = mins∈S f (s)
and pmin(f )(s) = ∞, otherwise. Thus, the preserve-min operator keeps states
with cheapest costs, all others are discarded and mapped to infinity. Formally,
the preserve-min operator is defined as follows.
Definition 14 (Preserve-min). Preserve-min of function f : S → N ∪ {∞} is
defined as
(
f (s),
if f (s) = mins∈S f (s)
pmin(f )(s) =
∞,
otherwise.
The preserve-min operator for EVMDDs can be implemented as follows.
The minimal cost of any state in Ef is κf because every inner node has at
least one outgoing edge with weight zero (Definition 6). Thus, each edge with
a weight of zero indicates possible states with minimal costs and all edges with
weights greater than zero can only lead to states with non-minimal costs. In
the implementation presented here, all edges with weight zero are kept and all
edges with weight greater zero are replaced by an edge leading to the terminal
node with weight infinity. To be precise, pmin(Ef ) stands for the application of
the preserve-min operator to EVMDD Ef , i.e. pmin(Ef ) = Epmin(f ) .
Example 10. Figure 3.5a lists function f and pmin(f ) defined over variables
V = {x, y} with Dx = Dy = {0, 1, 2}. Figures 3.5b and 3.5c show EVMDDs Ef
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and pmin(Ef ). The implementation of the preserve-min operator is visualized
in red.

Cost-Existence
As shown in Section 3.2, it is possible to efficiently extract all states with lowest
cost from a given EVMDD with the preserve-min operator. Interestingly, given
an EVMDD E, it is not possible to efficiently extract all states with cost c ∈ N.
In contrast to extract states with arbitrary cost c, the preserve-min operator
exploits the structure of an EVMDD E where the minimal weight of at least one
outgoing edge of every node in E is 0. It will be shown that given an arbitrary
EVMDD E and cost c ∈ N, it is NP-complete to determine if any state s ∈ E
has cost c. Intuitively, this problem is hard because it is necessary to talk about
paths in the graph instead of subgraphs. Formally, the problem is defined as
follows.
Definition 15 (Cost-Existence Problem). The Cost-Existence Problem is the decision problem: Given an EVMDD E and cost c ∈ N. Is there a
state s such that E(s) = c?
First, a well-known NP-complete problem is defined: the Subset Sum
Problem which is a version of the Knapsack Problem [Coo71; SE94]. Second, NP-hardness of the Cost-Existence Problem is shown by reducing the
Subset Sum Problem to the respective problem. Finally, NP-membership of
the Cost-Existence Problem is proven.
Definition 16 (Subset Sum Problem [Coo71; SE94]). The Subset Sum
Problem is the decision problem: Given a set of pairwise different, natural
integers WP= {w1 , . . . , wn } and a positive integer c. Is there a subset W 0 ⊆ W
such that w0 ∈W 0 w0 = c?
Theorem 1. The Cost-Existence Problem is NP-hard.
Proof. The Subset Sum Problem
0
is equivalent to: given a set of
pairwise different, positive numbers
0
1
x1
w1
0
W = {w1 , . . . , wn } and a positive
x2 1
0
number c ∈ N. Is there a vecw2
0
tor (x1 , . . .P
, xn ) with xi ∈ {0, 1}
.. .. ..
such that
As
. . .
1≤i≤n xi wi = c?
shown
in
Figure
3.6,
the
EVMDD
w
n
0
P
Ef with f =
1≤i≤n xi wi can be
0
constructed in polynomial time. FiFigure 3.6: An EVMDD Ef with f = nally, if there is a state s such that
P
Ef (s) = c, then is s a solution for
1≤i≤n xi wi which represents an instance of the Subset Sum Prob- the Subset Sum Problem. Thus,
Subset Sum Problem ≤p Costlem.
Existence Problem.
Theorem 2. Cost-Existence Problem ∈ NP.
Proof. Given a state s, it is possible to check in polynomial time whether E(s) =
c by traversing E according to the variable assignments of s while adding up the
edge weights.
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Theorem 3. The Cost-Existence Problem is NP-complete.
Proof. NP-hardness (Theorem 1) and NP-membership (Theorem 2) were
shown. Thus, it follows that the Cost-Existence Problem is NP-complete.
Fortunately, as can be seen in Chapter 4, only the preserve-min operator is
relevant and necessary in order to realize a symbolic version of A* which can
be efficiently realized with EVMDDs (Section 3.2).

3.3

Transition Relation

In BDD-based symbolic planning, each BDD represents a set of states and
multiple BDDs are required to encode at what cost the states are reachable.
With EVMDDs it is possible to encode costs in the same decision diagram that
encodes reachability.
Consider Figure 3.7 on the left. The
3
EVMDD represents the set of states
S = {s|s(x) = 1}, since all other
0 x 1
0
states are mapped to ∞. At the
∞
same time, the EVMDD encodes the
y
.
0
cost of these states: s1 = {x =
.
0 5 1
1, y = 0} has a cost of 3 while s2 =
.
.
{x = 1, y = 1} has a cost of 8. In the
0
following, definitions which form the
Figure 3.7: An EVMDD which rep- basis for a symbolic EVMDD variant
resents a set of states and their costs. of the A* algorithm are presented.
The source and target set are encoded by unprimed variables V and primed
variables V 0 . Unlike BDDs, transition relations represented by EVMDDs also
encode the costs of actions, and can represent actions with state-dependent
action costs. The domain of cost function ca is extended by primed variables
V 0 . For any state t0 defined over V 0 it holds that ca (s ∪ t0 ) = ca (s) for all s ∈ S.
Definition 17 (Transition Relation (TR)). The transition relation (TR) for
an action a ∈ A is defined as follows.
^max
Ta :=
E{(s,t0 )|s(v)=d}
(3.3)
hv,di∈pre(a)
^max
max
(3.4)
∧
E{(s,t0 )|t0 (v0 )=d}
hv,di∈eff(a)
^
max
max
∧
E{(s,t0 )|s(v)=t0 (v0 )}
(3.5)
V\effvars(a)

max
∧

Eca

(3.6)

Intuitively, the construction of the transition relation consists of the intersection (i.e. intersectionMax for EVMDDs) of different sets of states. Term
3.3 encodes the precondition: all facts of the precondition are encoded by the
EVMDD of their characteristic function over the source variables V. Term 3.4
encodes the effects, but over target variables V 0 . Additionally, it is necessary
to encode that variables which are not affected by the action keep their former
values. Term 3.5 encodes the so-called frame axioms. Up to now, states are
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(a) Intermediate EVMDD
which results of Terms
(3.3) to (3.5).

(b) EVMDD Eca representing cost function ca =
5y + 1.

(c) The final transition relation Ta for action a.

.
.
Figure 3.8: Visualization of a transition relation for an action a = hx = 0, x = 1i
with ca = 5y + 1.
either assigned a cost of 0 or a cost of ∞. Finally, the action cost is “added”
to the representation (Term 3.6). Thus, states that were mapped to 0 are now
mapped to the cost of the action, other states still map to ∞. In general, it is
0
possible
Wminto represent multiple actions A ⊆ A with a single transition relation
T = a∈A0 Ta .
.
Example 11. Figure 3.8 shows the transition relation for an action a = hx =
.
0, x = 1i with ca = 5y+1. To be more precise, Figure 3.8a shows the intermediate
EVMDD which results of Terms (3.3) to (3.5), Figure 3.8b shows the EVMDD
Eca representing the cost function ca = 5y + 1 and Figure 3.8c depicts the final
transition relation for action a.
Recall, s ∈ E is written iff E(s) 6= ∞. Given state s, s0 is its primed version,
with s(v) = s0 (v 0 ) for all v ∈ V. Let s be a state over V and t0 a state over V 0 ,
then (s, t0 ) is the state over V ∪ V 0 with (s, t0 )(v) = s(v) and (s, t0 )(v 0 ) = t0 (v 0 )
for v ∈ V, v 0 ∈ V 0 . It will be shown that Ta correctly encodes action a.
Lemma 1. Let (s, t0 ) be an arbitrary state over V ∪ V 0 . For any action a it
holds that (s, t0 ) ∈ Ta iff a is applicable in s and t = s[a].
Proof. Let Ta0 be the intermediate EVMDD of Terms (3.3) to (3.5). By construction of Ta0 : a state (s, t0 ) ∈ Ta0 iff a is applicable in s and t = s[a]. Furthermore,
it holds that (s, t0 ) ∈ Eca for all (s, t0 ) ∈ V ∪ V 0 (Def. 1). Thus, (s, t0 ) ∈ Ta iff
0
0
∧ Ec ) iff (s, t ) ∈ Ta iff a is applicable in s and t = s[a].
(s, t0 ) ∈ (Ta0 max
a
Lemma 2. Let (s, t0 ) ∈ Ta . Then Ta (s, t0 ) = ca (s).
Proof. The intermediate EVMDD Ta0 of Terms (3.3) to (3.5) contains only states
with 0 or infinite cost (Def. 8 & Def. 11). Since (s, t0 ) ∈ Ta , it holds that
0
0
0
0
∧ Ec )(s, t ) = max(Ta (s, t ), ca (s, t )) =
Ta0 (s, t0 ) = 0. Then, Ta (s, t0 ) = (Ta0 max
a
0
0
max(0, ca (s, t )) = ca (s, t ) = ca (s).
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Figure 3.9: Visualization of the image operator for EVMDDs.

3.4

Image and Preimage

The image operation takes a symbolic state and a transition relation and computes the symbolic successor state. It consists of a sequence of basic algebraic
operations. The preimage is required for backward and bidirectional search
algorithms.
Definition 18 (Image and Preimage). The image and preimage operations for
EVMDDs are defined as follows:
0
image(E, T ) := (∃LC
V (E + T ))[V ↔ V ]
0
preimage(E, T ) := ∃LC
V 0 (E[V ↔ V ] + T )

Image. The image operation consists of three basic steps: First, E + T encodes the action application. States where the precondition does not hold are
mapped to infinite costs; the action cost is added for the other states and effects
are applied (still encoded over V 0 ). In the second step, ∃LC
V is applied, i.e. the
unprimed variables are fixed with their minimum cost. This intermediate representation consists only of primed variables. Finally, the primed variables are
renamed, such that the symbolic successor state is again defined over V, instead
of V 0 ([V 0 ↔ V ]).
Example 12. Figure 3.9 shows an example of the image operator. Consider
.
.
action a = hx = 0, x = 1i with ca = 5y + 1. Figure 3.9a shows an EVMDD E
representing symbolic state {s|s(x) = 0} together with the corresponding cost a
state is reachable with, Figure 3.9b shows the transition relation Ta and Figure
3.9c shows the resulting symbolic state Ê = image(E, Ta ) with corresponding
costs.
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In the following the correctness of the operator is shown, i.e. it computes
successor states (Theorem 4) and preserves minimal costs (Theorem 5).
Theorem 4. Let t be an arbitrary state over V. Then t ∈ image(E, Ta ) iff there
exists a state s ∈ E such that a is applicable in s and t = s[a].
Proof.
t ∈ image(E, Ta )
0
⇔ t ∈ (∃LC
V (E + Ta ))[V ↔ V ]
0

⇔t ∈
0

⇔t ∈

∃LC
V (E + Ta )
LC
∃v1 ,...,vn (E +
0

(Definition 18)
(Substitution Lemma)

Ta )

(Definition 12)

⇔ ∃s : (s, t ) ∈ (E + Ta )
0

(Transformation)
0

⇔ ∃s : (s, t ) ∈ E and (s, t ) ∈ Ta

(Definition 8)

0

⇔ ∃s : s ∈ E and (s, t ) ∈ Ta

(Transformation)

⇔ ∃s : s ∈ E and a is applicable in s and t = s[a]

(Lemma 1)

⇔ there exists a state s ∈ E s.t. a is applicable in s

(Transformation)

and t = s[a]
From Theorem 4, Lemma 1 and Lemma 2 follows Corollary 1 which will be
used to prove Theorem 5.
Corollary 1. Let t be an arbitrary state over V with t ∈ image(E, Ta ). Then
there exists a state s ∈ E such that (s, t0 ) ∈ Ta .
Proof. By definition t ∈ image(E, Ta ). Thus, by Theorem 4 there is a state
s ∈ E such that a is applicable in s and t = s[a]. It follows that there exists a
state s ∈ E such that (s, t0 ) ∈ Ta (Lemma 1).
Theorem 5. Let Ê = image(E, Ta ). Then Ê(t) = mins (E(s) + ca (s)) for all
states t ∈ Ê.
Proof.
Ê(t) = (image(E, Ta ))(t)
0
= ((∃LC
V (E + Ta ))[V ↔ V ])(t)

(Definition 18)

0
= (∃LC
V (E + Ta ))(t )

(Substitution Lemma)
0

(Definition 12)

= ( min (E + Ta ))(t )

(Definition 12)

= (min(E + Ta ))(t0 )

(Transformation)

= (min(E(s, ∗) + Ta (s, ∗)))(t0 )

(Transformation)

= min(E(s, t0 ) + Ta (s, t0 ))

(Transformation)

=

(∃LC
v1 ,...,vn (E

+ Ta ))(t )
0

v1 ,...,vn
s
s

s

0

= min(E(s) + Ta (s, t ))

(Transformation)

= min(E(s) + ca (s))

(Corollary 1 + Lemma 2)

s

s
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(a) A symbolic state represented as EVMDD Ê
with the corresponding
cost a state is reachable
with.

(b) An EVMDD Ta representing the action a =
.
.
hx = 0, x := 1i with cost
function ca = 5y + 1.

(c) The resulting symbolic state represented
by EVMDD
E = preimage(Ê, Ta ).

Figure 3.10: Visualization of the preimage operator for EVMDDs.

Preimage. Given an EVMDD Ê representing states Ŝ, and given a transition
relation Ta , the preimage operator computes the set of predecessors S, with s[a]
∈ Ŝ for s ∈ S. However, the costs associated with S are slightly different than
one might expect: preimage(Ê, Ta )(s) = ca (s) + Ê(s[a]), i.e. the cost of t = s[a]
plus the cost of applying a in s. This is required for backward search algorithms,
which start with the set of goal states, associated with a cost of 0. Then the
preimage operator computes the minimal cost of reaching a goal state.
Example 13. Figure 3.10 shows an example of the preimage operator. Figure 3.10a shows an EVMDD Ê representing a symbolic state together with the
corresponding cost a state is reachable with. Figure 3.10b shows the transition
.
.
relation Ta where action a = hx = 0, x = 1i with ca = 5y + 1. Figure 3.10c shows
the resulting symbolic state E = preimage(Ê, Ta ) with corresponding costs. Note:
Although this example is similar to Example 12 but in the opposite direction, the
resulting symbolic state of this example is different from the initial symbolic state
.
.
of Example 12. Here, for example, state s = {x = 0, y = 1} has cost E(s) = 14
while in Example 12 state s has cost E(s) = 2.
The following two Theorems 6 and 7 can be derived similarly to Theorems
4 and 5. Theorem 6 shows that the preimage computes predecessor states and
Theorem 7 shows that the preimage preserves minimal costs with respect to
reaching a goal state.
Theorem 6. Let s be an arbitrary state over V. Then s ∈ preimage(Ê, Ta ) iff
there exists a state t ∈ Ê such that a is applicable in s and t = s[a].
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Proof.
s ∈ preimage(Ê, Ta )
0
⇔ s ∈ ∃LC
V 0 (Ê[V ↔ V ] + Ta )

⇔s∈

∃LC
0 (Ê[V
v10 ,...,vn

(Definition 18)

0

↔ V ] + Ta )

(Definition 12)

⇔ ∃t : (s, t0 ) ∈ (Ê[V ↔ V 0 ] + Ta )
0

0

(Transformation)
0

⇔ ∃t : (s, t ) ∈ Ê[V ↔ V ] and (s, t ) ∈ Ta
0

(Transformation)

0

⇔ ∃t : (t, s ) ∈ Ê and (s, t ) ∈ Ta

(Substitution Lemma)

⇔ ∃t : t ∈ Ê and (s, t0 ) ∈ Ta

(Transformation)

⇔ ∃t : t ∈ Ê and a is applicable in s and t = s[a]

(Lemma 1)

⇔ there exists a state t ∈ Ê s.t. a is applicable in s

(Transformation)

and t = s[a]
From Theorem 6, Lemma 1 and Lemma 2 follows Corollary 2 which will be
used to prove Theorem 7.
Corollary 2. Let s be an arbitrary state over V with s ∈ preimage(Ê, Ta ). Then
there exists a state t ∈ Ê such that (s, t0 ) ∈ Ta .
Proof. By definition s ∈ preimage(Ê, Ta ). Thus, by Theorem 6 there is a state
t ∈ Ê such that a is applicable in s and t = s[a]. It follows that there exists a
state t ∈ Ê such that (s, t0 ) ∈ Ta (Lemma 1).
Theorem 7. Let E = preimage(Ê, Ta ). For any state s ∈ E it holds that
E(s) = Ê(s[a]) + ca (s).
Proof.
E(s) = (preimage(Ê, Ta ))(s)
0
= (∃LC
V 0 (Ê[V ↔ V ] + Ta ))(s)

=

(∃LC
0 (Ê[V
v10 ,...,vn

0

↔ V ] + Ta ))(s)

(Definition 18)
(Definition 12)

= ( 0min 0 (Ê[V ↔ V 0 ] + Ta ))(s)

(Definition 12)

= (min
(Ê[V ↔ V 0 ] + Ta ))(s)
0

(Transformation)

= (min(Ê[V ↔ V 0 ](∗, t0 ) + Ta (∗, t0 )))(s)

(Transformation)

= min(Ê[V ↔ V 0 ](s, t0 ) + Ta (s, t0 ))

(Transformation)

= min(Ê(t, s0 ) + Ta (s, t0 ))

(Substitution Lemma)

= min(Ê(t) + Ta (s, t0 ))

(Transformation)

= min(Ê(t) + ca (s))

(Corollary 2 + Lemma 2)

= min(Ê(s[a]) + ca (s))

(Theorem 6)

= Ê(s[a]) + ca (s)

(Definition 1)

v1 ,...,vn
t

t

t

t

t

t

s[a]

Chapter 4

EVMDD-A*
A* [HNR68] is a best-first search algorithm used to generate optimal plans.
Beginning from the initial state, it expands states according to their f -values,
until a goal state is found, where f (s) = g(s) + h(s) for state s ∈ S. The gvalue g(s) corresponds to the cost necessary to reach s and the heuristic value
h(s) estimates the cost to reach the goal from state s (Definition 3). Typically,
already expanded states are stored in the closed list (Closed), states that are
queued for expansion are stored in the open list (Open). In Section 2.2, A* and
its underlying concepts are introduced and discussed in detail.
In this chapter an EVMDD variant of A* is presented, so-called EVMDD-A*.
It will be shown how progression (forward search), regression (backward search)
and bidirectional search works with EVMDD-A*. Furthermore, completeness,
soundness and optimality of EVMDD-A* will be proven.

4.1

Progression (Forward Search)

In EVMDD-A*, the EVMDD variant of A*, not only one state is expanded,
but the set of states with the lowest f -value. For this, Closed and Open are
represented as EVMDDs. If s ∈ Open, then there exists a path from s0 to s with
cost Open(s), otherwise Open(s) = ∞. The closed list is divided into multiple
EVMDDs (Closedi ) where each EVMDD corresponds to a single expansion step
i. This is required for plan reconstruction. To understand EVMDD-A* without
plan reconstruction, one may think of a single closed list, containing all states
which have already been explored together with their g-values. In the following,
it is assumed that h(s) = 0 for all s ∈ S. In general, if h is represented as an
EVMDD Eh , computing f (s) is a simple addition of two EVMDDs.
EVMDD-A*. Before explaining the algorithm in detail, a high-level description of a single iteration is given (Figure 4.1). The top left part depicts the
open list at step i. It contains states with cost 2, 3, 4 and 8, i.e. the EVMDD
Open maps the corresponding states to their cost values, and all other states to
∞. In each iteration, the set of states with the current cheapest cost (here 2) is
extracted from the open list by applying the preserve-min and the image operator. The resulting set of states is depicted at the top right (Figure 4.1). Finally,
the remaining states of the open list (i.e. states that were not yet expanded) are
30
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Figure 4.1: One iteration step of the EVMDD-A* algorithm.
merged with the newly generated set, resulting in the open list at step i+1. The
picture omits that already expanded states are not added to the open list (they
are included in the closed list). The algorithm iterates until a goal is reached
or the complete state space is explored. In detail, EVMDD-A* (Algorithm 3)
works as follows: first, the open list is initialized with the EVMDD representing the initial state (line 2). The algorithm continues as long as any state in
the open list has finite cost with respect to its f -value (line 4). In line 5, the
EVMDD with minimum f -values is computed; Eh is subtracted again, such that
E only represents the g-values of all states with minimum f -value. These states
are stored in the closed list for iteration i (line 6) and are expanded next. If
any state of E is a goal state, the plan is reconstructed and returned (line 7/8)
with Algorithm 4. Otherwise, the states represented with E are expanded, by
calculating the image for every action a ∈ A. The newly explored states are
merged with the open list. If a state was already represented by Open, only the
minimum cost is considered (line 9). Finally, already explored states (contained
in Closed) are removed from Open by setting their cost to ∞ (line 10).
Plan reconstruction. For explicit A* search, it is easy to construct the plan
after a goal was found, since each state keeps track of its predecessor state.
For symbolic planning, regardless of the data structure, more work is needed.
Function ConstPlan (Algorithm 4) is a backward A* variant that uses the perfect
heuristic h? which is obtained by Closed. Its runtime is negligible with respect
to the actual search. Its input is, besides Π, the EVMDD E∗ representing all
goal states found in iteration i (with the same cost) and all closed lists up to
iteration i. First, an arbitrary found goal state is chosen and the empty plan
is initialized (lines 2 & 3). In each step, the algorithm iterates over all actions,
until the initial state is reached. For each action a, the EVMDD representing the
predecessor states of st (line 6) is computed. In line 7, these predecessor states
are associated with their g-value (represented by Closed). Afterwards, the cost
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of a is added to the g-value and only the cheapest states are preserved in Emin
(line 8). The condition in line 9 checks that the cost of these remaining states
corresponds to the g-value of st . If this is not the case, a was not part of the
optimal plan and the next action has to be checked. Otherwise, a predecessor
state is assigned to st (line 11), i is set to the (unique) iteration step at which
st was expanded (line 12), and a is prepended to the current plan π (line 13).

Algorithm 3: Pseudocode for EVMDD-A*.
1

Function EVMDD-A*(Π)
/* initialize open list

2
3

/* expand states until the open list is empty
4

6

8

10
11
12

*/

if E max
∧ ES? 6= ∞ then
return ConstPlan(Π, E max
∧ ES? , Closed0:i )
/* expand cheapest states and update open list

9

*/

E ← pmin(Open + Eh ) − Eh
Closedi ← E
/* check if a goal state gets expanded

7

*/

while (Open + Eh ) 6= ∞ do
/* extract cheapest states from open list

5

*/

Open ← E{s0 }
i←0

Wmin
Open ← Openmin
∨
image(E, Ta )
a∈A
Wmin
Open ← Openmax
∧ ¬(
j=0:i Closedj )
i←i+1
return “no plan”

*/
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Algorithm 4: Pseudocode for Plan Reconstruction.
1

Function ConstPlan(Π, E∗ , Closed0:i )
/* choose any found goal state

2
3

/* continue until the inital state is reached
4
5

*/

st ← selectAnyState(E∗ )
π←[]
*/

while st 6= s0 do
foreach a ∈ A do
/* construct predecessors of st for a and associate g-values */

6
7

E ← E{s|s[a]=st , where s[a] is defined}
Wmin
E ← E max
∧ (
j=0:i−1 Closedj )
/* add cost of action a and preserve states with minimal cost
*/

8

Emin ← pmin(E + Eca )

9

if min(Emin ) 6= Closedi (st ) then
continue

/* check that cost fit to the g-value of st
10

/* action a is part of the reconstructed plan
11
12
13
14
15

*/

*/

st ← selectAnyState(Emin )
i ← the unique i with Closedi (st ) 6= ∞
π←a; π
break
return π

In the following, it will be shown that, given a consistent heuristic (Definition
4), EVMDD-A* is sound, complete and optimal. The proof idea is to show
that EVMDD-A* is equivalent to A*. To be more precise, EVMDD-A* always
returns the same output as A*.
Lemma 3. Let Π be a planning task and h be a consistent heuristic. EVMDDA* expands states in the same order and with the same g-values as A*.
Proof. Let Sf be all states with minimum f -value of an open list Open. Recall that in A* the tie-breaking between different states with minimum f -value
in Open can be arbitrary. Let’s assume the tie-breaking rule is “first in first
out (FIFO)”. The difference between EVMDD-A* and A* is that EVMDD-A*
expands all states of Sf at once while A* iteratively (|Sf | iterations) extracts
these states. It is not possible that any other state is expanded before the |Sf |
iterations are finished, because h is consistent and therefore all newly generated
successors have at least the f -value of all states in Sf .
• Goal check. Any ordering of expanding states in Sf is possible in A*.
Thus, it is equivalent to first check if any state in Sf is a goal state.
• Closed list. Any ordering of expanding states in Sf is possible in A*.
Thus, it is equivalent to first add all states Sf to the closed list and then
expand all states Sf .
• Open list. By Theorem 4, in EVMDD-A*, all successors of Sf are generated and added to the open list if they are not contained in the closed list.
This is equivalent to adding them iteratively to Open. By Theorem 5 the
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cost of a successor ŝ is the minimum cost with which ŝ is reachable from
any state in Sf applying action a. In line 9 (Algorithm 3), the minimum
cost is taken from the current cost of ŝ in Open or the minimum cost with
which ŝ is reachable from Sf applying any actions a ∈ A. Thus, the cost
of a state ŝ in Open is only updated iff it is reachable with lower cost
from any expanded state in Sf . Again, this is equivalent to A* after |Sf |
iterations.

Therefore, EVMDD-A* and A* expand nodes in the same order and with the
same g-values.
Lemma 4. Let Π be a planning task and h be a consistent heuristic. EVMDDA* returns “no plan” iff A* returns “no plan”.
Proof. In EVMDD-A*, “no plan” is returned iff the open list is empty. By
Lemma 3, the open list in EVMDD-A* is found empty iff the open list in A* is
found empty.
Lemma 5. Let Π be a planning task and h be a consistent heuristic. If a plan
exists for Π, EVMDD-A* returns the same plan as A*.
Proof. EVMDD-A* expands states in the same order and with the same g-values
as A* (Lemma 3). Heuristic h is consistent, therefore all states in the closed
list have minimum g-values g ∗ , i.e. the minimum cost with which they can be
reached from s0 [Pea84]. ConstPlan is a simplified version of backward A* with
perfect heuristic h∗ = g ∗ where the g ∗ -values are stored in the closed list. Thus,
ConstPlan and therefore EVMDD-A* returns an optimal plan from s0 to any
goal state expanded in EVMDD-A*. EVMDD-A* expands the same goal state
as A* (Lemma 3). Thus, EVMDD-A* returns a plan iff A* returns a plan and
EVMDD-A* returns the same plan as A* (if a plan exists).
Theorem 8. EVMDD-A* is complete, sound and optimal for consistent heuristics.
Proof. Let Π be a planning task and h be a consistent heuristic. EVMDD-A*
returns “no plan” iff A* returns “no plan” (Lemma 4). If a plan exists for Π,
EVMDD-A* returns the same plan as A* (Lemma 5). EVMDD-A* is complete,
sound and optimal for consistent heuristics because A* is it too [Pea84].

4.2

Regression and Bidirectional Search

Most successful symbolic planners nowadays use symbolic bidirectional search
[TAB14] which combines forward and backward search. Regression (backward
search) is implemented by the preimage operator (Def. 18). For that purpose,
EVMDD-A* replaces the initial state with the goal formula s∗ . Plan reconstruction has to be modified accordingly, in particular, ca has to be added to st ,
since the cost depends on the state the action is applied to. For bidirectional
search, the open and closed lists have to be separated for forward and backward
search. A search step consists either of a backward or a forward search step
(and modifies the respective open and closed lists). If a state of the current
search is expanded and was already contained in the closed list of the search in
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the opposite direction, a goal path is found. Its cost is determined by adding
the respective EVMDDs. As such a goal path is not necessarily optimal, the
search has to be continued until it is proven that there is no cheaper goal path.
Finally, plan reconstruction is executed for both directions and the returned
plans are combined. The experiments in Section 5.1 show that a bidirectional
search variant of EVMDD-A* is superior over forward and backward search with
EVMDD-A*.

4.3

Extensions

It can be shown that other techniques like the aggregation of actions, heuristics
and “spurious states pruning” with state invariants speed up symbolic planning.
The following overview illustrates how these techniques can be generalized for
symbolic planning with EVMDDs.
In general, it is possible
to represent multiple actions A0 ⊆ A with a single
Wmin
transition relation T = a∈A0 Ta . In BDD-based planning, this leads to a
significant speed up, but requires more memory. The most successful strategy
is to aggregate actions with equal action costs into one TR until a certain node
limit (e.g. 100k nodes per TR) is exceeded. The node limit avoids to exceed
a given memory limit [TEK13; Tor15]. The experiments in Section 5.1 show
that the same procedure speeds up EVMDD-based planning. Furthermore, in
EVMDD-based planning all actions can be combined with each other regardless
of their action costs which is an advantage of using EVMDD as underlying data
structure.
Most successful symbolic planners are based on bidirectional search and thus
also perform regression. Regression is known to have problems with robustness,
i.e. several spurious states can be generated. A spurious state is a state which
is not reachable from s0 [BG01] and can therefore never be part of a goal path.
Note that also in progression it can be desirable to prune states from which a
goal state can never be reached. A common way of handling spurious states is to
use state invariants which are constraints that must hold in every non-spurious
state. In symbolic planning state invariants can be represented as BDDs which
are then used to prune all newly generated states that are spurious. Furthermore, it is possible to encode state invariants directly into transition relations
which can further speed up symbolic planning (similar to e-deletion [VG05])
[Tor15]. Both techniques can be generalized for EVMDD-based planning.
BDDs reach their limits when it comes to representing heuristics such as
Merge-and-Shrink abstraction [Hel+14]. This is why ADDs are used in BDDbased planning to represent heuristic values [TLB13]. It is also possible to represent heuristics as EVMDDs. Contrary to explicit-state search, applying ADDbased heuristic representations to symbolic planning does not always pay off
[Tor15]. It has to be investigated whether the structural advantage of EVMDDs
carries over to the representation of heuristic functions and whether it is thus
possible to reinforce heuristic symbolic search.

Chapter 5

Evaluation
This chapter describes the technical aspects of the Symple planning system
in detail. The underlying EVMDD library (Meddly [BM10]) is discussed and
necessary library extensions are presented. In addition, the performance of the
Symple planning system is compared with state-of-the-art (optimal) planning
systems. Two types of experiments are conducted. First, the performance
of Symple regarding optimal planning with constant action costs is evaluated
by analyzing the IPC-2014 benchmark set [Val+15]. The second part of the
evaluation considers optimal planning with state-dependent action costs. All
experiments have a time limit of 30 minutes and a 4 GB memory limit according
to the IPC-2014.

5.1

The SYMPLE Planning System

Symple1 is based on the Fast Downward Planning System [Hel06]. The preprocessing is taken from Symba, winner of the IPC-2014 [TAB14]. This includes
Gamer’s [KEH14] SAS+ encoding, its h2 invariant computation and pruning of
spurious actions. The time limit is set to 300 seconds for this part of the preprocessing. Additionally, Symple takes advantage of Symba’s variable ordering
algorithm, which plays a crucial role in symbolic planning based on decision diagrams. Regarding the representation of actions, the Symple planning system
combines as many actions as possible into one transition relation, until the representation exceeds 100k nodes. This size limitation also holds for invariants,
which are joined together and separately represented as EVMDDs (similar to
BDDs). The actual search is done by a bidirectional variant of EVMDD-A*
(Algorithm 3) using the blind heuristic. In order to decide if a forward search
step or a backward search step appears to be more promising, the runtime of
the last forward step is compared to the runtime of the last backward step.
Conditional effects are encoded by extending the transition relations [KEH14].
The underlying library for EVMDD operations is an extended version of Meddly-0.14 [BM10]. The extension consists of the implementation of the operations described in Chapter 3 such as intersectionMax, unionMin, restrict and
preserve-min, which form the basis for the image operator. In addition, the
extension of Meddly includes the support of EVMDDs with infinite costs. In
1 Available

online: https://gkigit.informatik.uni-freiburg.de/dspeck/symple
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TR0

Progression

Regression

Bidirectional

55

31

61

TR

10k

83

46

90

TR

25k

82

46

89

TR

50k

83

46

89

TR

100k

83

46

90

TR

200k

83

46

90

TR

∞

79

46

86

Table 5.1: Total coverage (number of solved tasks out of 256 instances) of
Symple with different settings for the IPC-2014 benchmark set. TRn : actions/invariants are merged into one TR until n nodes are exceeded.
order to save memory, Meddly uses a “pessimistic” node deletion policy, i.e.
nodes are removed as soon as they become disconnected. In the following, these
design and parameter decisions are discussed.
Search Direction and Aggregation of Actions. In Table 5.1 the coverage
(number of solved tasks) of Symple on the IPC-2014 benchmark set (256 tasks)
with different search directions and strategies to combine actions and invariants
are displayed. It is obvious that bidirectional search produces the best results.
This is because the search space is kept small in both directions. Regression
performs worst because the search space can ”explode” in backward search,
since the target formula can be general and spurious states can be explored by
regression. Furthermore, aggregating actions/invariants lead to an additional
speed up. States are aggregated into one TR according to a particular node
limit. TRn means that actions are merged into one TR until n nodes are
exceeded. Thus, TR0 stands for creating a TR for every action and TR∞
stands for aggregating all actions into one TR.
Meddly. Libraries implementing decision diagrams as Meddly [BM10] or
Cudd [Som17] use sophisticated techniques to handle the storage of nodes and
(intermediate) results of operations. The idea is to trade memory for time.
Usually, nodes which are currently not part of any decision diagram are marked
for deletion because it is assumed that a disconnected node might be used again.
Furthermore, a global cache (compute table) stores intermediate and final results
of operations. This can lead to faster runtimes as previous calculations can easily
be looked up [EFD05]. Nevertheless, such techniques require more memory
which is usually limited in symbolic planning. That’s why this trade of memory
for runtime can be problematic. In Meddly, the optimistic node deletion policy
implements these techniques where (a) nodes are marked for deletion and (b)
a disconnected node might be used again. Therefore, nodes are only deleted if
they no longer appear in the compute table [BM10]. Experiments show that the
“optimistic” node deletion policy in Meddly can be problematic, as the 4 GB
memory limit usually is exhausted before the 30 minutes time limit is reached.
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Optimistic: Memory in MB

undef.
104

103

102

101

100
100

101
102
103
Pessimistic: Memory in MB

undef.
104

Figure 5.1: Memory comparison of Symple using Meddly with optimistic and
pessimistic node deletion policy on the IPC-2014 benchmark set. Running the
pessimistic mode, 90 out of 254 tasks are solved while the optimistic mode solves
only 72 tasks due to exceeding the 4 GB memory limit without exceeding the
30 minutes time limit. Tasks which are not solved within 30 minutes or 4 GB
memory are indicated as “undefined” (undef.).

Optimistic: Time in sec

undef.
104

103

102

101

100
100

101
102
103
Pessimistic: Time in sec

undef.
104

Figure 5.2: Time comparison of Symple using Meddly with optimistic and
pessimistic node deletion policy on the IPC-2014 benchmark set. Running the
pessimistic mode, 90 out of 254 tasks are solved while the optimistic mode solves
only 72 tasks due to exceeding the 4 GB memory limit without exceeding the
30 minutes time limit. Tasks which are not solved within 30 minutes or 4 GB
memory are indicated as “undefined” (undef.).
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Therefore, it can be desirable to use Meddly with the pessimistic node policy
where a node and the corresponding entries in the compute table are removed as
soon as the node becomes disconnected. Regarding Symple, running Meddly
with pessimistic node deletion policy solves more tasks than running Meddly
with optimistic node deletion policy. This is due to the high memory usage when
running the optimistic node deletion policy which exceeded the memory limit
of 4 GB faster than running the pessimistic node deletion policy. Symple with
bidirectional search and a 100k node limit for TRs and invariants is evaluated on
the IPC-2014 benchmark set (256 tasks). Figure 5.1 depicts the comparison of
memory usage of Symple with optimistic and pessimistic node deletion policy.
Symple solved 72 tasks with the optimistic node deletion policy and 90 tasks
with the pessimistic node deletion policy. Surprisingly, the runtime difference
between the optimistic and pessimistic node deletion policy is only small (Figure
5.2). Based on these results, in Symple the pessimistic node deletion policy for
Meddly is chosen.
Meddly vs. Cudd. Finally, it is necessary to discuss the choice for Meddly
as underlying library of Symple. To the author’s best knowledge, Meddly is
currently the only decision diagram library supporting EVMDDs. Therefore,
there is no real alternative to Meddly. State-of-the-art symbolic planners such
as Symba [TAB14] and Gamer [KEH14] are based on Cudd-2.5 [Som17] and
BDDs. Unfortunately, there is no comparison of Meddly with other decision
diagram libraries possible due to lack of functionality [Dij+15]. Small-scale
experiments with BDDs indicate that Cudd-2.5 is superior to Meddly-0.14 in
speed and memory regarding basic operations (union and intersection), roughly
by a factor of two. Figures 5.3 and 5.4 show the memory usage and time
creating BDDs (bottom-up) which represent Boolean formulas. Both, Cudd
and Meddly (optimistic node deletion policy) are compared in their default
configuration. Overall, more than 3000 Boolean formulas (SAT Benchmarks) in
conjunctive normal form with a limit of 4 GB memory and 30 minutes runtime
are evaluated2 .

2 Benchmarks (quantity): All Interval Series (4), Planning (10), Uniform Random-3-SAT
- uf20-91/uf50-218/uuf50-218 (1000/1000/1000). Available online: http://www.cs.ubc.ca/
~hoos/SATLIB/benchm.html
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Cudd: Memory in MB
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Figure 5.3: Memory comparison of Meddly-0.14 and Cudd-2.5 creating BDDs
(bottom-up) which represent Boolean formulas. BDDs which are not created
within 30 minutes or 4 GB memory are indicated as “undefined” (undef.).
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Figure 5.4: Time comparison of Meddly-0.14 and Cudd-2.5 creating BDDs
(bottom-up) which represent Boolean formulas. BDDs which are not created
within 30 minutes or 4 GB memory are indicated as “undefined” (undef.).
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Planning with Constant Action Costs

Table 5.2 shows the performance of Symple in comparison to Fast Downward (version year 2011) with A*blind, A*lmcut, and Symba2 on the IPC2014 benchmark set. All planners use the same translation and preprocessing
procedure described above. Although Symple was developed with a focus on
domains containing actions with state-dependent costs, its performance is notable. Symple outperforms A*blind, and performs similar to A*lmcut and the
symbolic planner Gamer (IPC-2014 result). The difference between Symple
and Symba2 can be traced back to multiple reasons. While both planning systems use symbolic state representation, Symba2 is clearly more sophisticated by
integrating additional techniques such as abstraction heuristics and “e-deletion”
[TAB14; Tor15]. These techniques have not yet been taken into account in Symple. In addition, Symba2 is based on the Cudd [Som17] library to perform
BDD operations, while EVMDD operations in Symple are based on Meddly.
To the author’s best knowledge, Meddly is currently the only decision diagram
library supporting EVMDDs. As discussed in Section 5.1, Cudd is superior to
Meddly in speed and memory roughly by a factor of two. One of the main
advantages of Symba2 over Symple is the image operation which is the bottleneck in symbolic planning [Tor15]. While Symple uses a basic implementation,
Symba2 applies the relational product [Bur+94] to compute the image which is
more efficient. To conclude, using EVMDDs can lead to unnecessary overhead
for solving unit cost planning tasks where Boolean representations are sufficient
to distinguish between reached and unreached states. Half of the domains (7 out
of 14) included in the IPC-2014 benchmark are unit cost tasks. Nevertheless,
Symple would have taken 9th place out of 16 competing planning systems at
the IPC-2014.

5.3

Planning with State-Dependent Action Costs

Table 5.3 summarizes experimental results for domains containing actions with
state-dependent costs. Overall, 210 tasks of eight domains are analyzed. Due
to lack of domains with state-dependent action costs, a new benchmark set was
created3 . This benchmark contains six modified domains from former IPCs and
two novel domains. It follows a short description of each domain, focusing on
the actions containing state-dependent costs and the challenging aspects.
Asterix. Asterix is a new domain, combining state-dependent action costs
and conditional effects. The task is to collect an “Edelweiss” located on top of
a mountain. The cost to climb the mountain depends on its slope. However,
Asterix may gather a mistletoe and bring it to Getafix who can then brew the
magic potion. This potion allows Asterix to climb the mountain directly. In
order to gather the mistletoe, Asterix needs to “knock out” some Romans. An
optimal plan therefore depends on whether it is easier to defeat all the Romans
to brew the magic potion or to climb the mountain directly without the potion.
The tasks differ in the number of Romans and the size of the mountain. The
3 Available online:
https://gkigit.informatik.uni-freiburg.de/dspeck/SDAC-Benchmarks

42

Domain (#Tasks)

CHAPTER 5. EVALUATION

A*blind

A*lmcut

Gamer

Symba2

SYMPLE

Barman (14)

0

0

3

6

0

Cavediving (20)

6

*3

3

7

7

Childsnack (20)

0

0

2

4

0

Citycar (20)

9

*-

18

18

8

Floortile (20)

8

17

13

20

14

15

15

0

19

15

Hiking (20)

8

8

14

15

12

Maintenance (5)

5

5

0

5

5

GED (20)

Openstacks (20)

2

2

16

20

15

Parking (20)

0

3

0

3

0

Tetris (17)

7

9

3

10

3

TidyBot (20)

0

13

0

11

0

Transport (20)

4

6

6

9

6

VisitAll (20)

3

5

5

6

5

67

86

83

153

90

Total Cov.(256)

Table 5.2: Total coverage (number of solved tasks) of different planning systems for the IPC-2014 benchmark set. Results of Gamer are taken from the
IPC-2014. All other planners are evaluated on the same system with settings
equivalent to the IPC-2014 requirements and use the same translation and preprocessing procedure (A*lmcut does not support conditional effects indicated
with *).
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large symmetric state space (defeating Romans in different orders) is especially
challenging for state-of-the-art planners.
Colored Gripper. Colored Gripper is based on the Gripper domain. In
this version, balls and rooms are either red or blue. Initially, all balls are located
in the blue room and each move action – a gripper transports up to two balls
from one room to the other – is penalized by the number of balls located in a
room with different color. The goal is similar to the original domain: all balls
must be transported to the red room. Thus, it is optimal to first transport all
red balls (since a red ball in a blue room incurs a penalty), before transporting
the blue balls.
Greedy-Pegsol. Greedy-Pegsol is a modified version of the Pegsol domain. The only difference is that the cost of action end-move is state-dependent:
its cost is equal to the number of remaining pegs on the board. In other words,
the cost of a plan is the sum of all pegs left on the board after each move sequence. Thus, an optimal plan has to perform long moves in the beginning to
greedily remove as many pegs as possible from the board.
SDAC-Openstacks. SDAC-Openstacks is based on the IPC domain
Openstacks. Unlike its constant cost version, the plan cost depends on
the number of open stacks in every time step. In other words, the cost of every
action is the number of currently used stacks. Thus, the goal corresponds to
minimizing the integral over all used stacks and not the overall maximum of
open stacks. Note that in contrast to the previously described domains, all
action cost functions of SDAC-Openstacks depend only on a single variable.
Travelling-Salesman-MH. Travelling-Salesman-MH is a version of the
travelling salesman problem with the Manhattan distance metric. Every task
consists of a 256×256 grid with an increasing number of randomly placed cities.
There is a visit-city action for every city. Its cost depends on the current location
of the salesman. This simplifies the usual modelling approach of hard-coding
the start and target city, which would result in an action for every start and
goal point with precomputed action cost.
Unfortunately, there are not many planning systems supporting actions with
state-dependent costs – especially in optimal planning. EVMDD-A* is a novel
approach to natively support state-dependent action costs in optimal planning.
To evaluate our approach for state-dependent action costs, Symple, Fast Downward with A*blind, and the IPC-2014 winner Symba2 are compared. For
A*blind, action costs are represented as EVMDDs with Meddly. Two compilations are provided for Symba2 that convert actions with state-dependent
costs into actions with constant costs. The first compilation generates an action
for every assignment of variables contained in the corresponding cost function,
with cost according to evaluation of the cost function under this assignment.
The second compilation is based on the representation of the cost functions as
EVMDDs. It generates sub-actions corresponding to the edges in the EVMDD,
and subsequent applications of sub-actions reflect the evaluation of the cost
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function [GKM15]. Note that the first compilation is exponential in the number of cost function variables, and therefore often not feasible. For example,
in Greedy-Pegsol the cost function of action end-move depends on all pegs,
resulting in 232 possible assignments and 232 newly generated actions. Again,
all planning systems apply the same preprocessing4 . However, since compilation
results in an increased number of variables and actions, Symba2 requires more
preprocessing time.
Table 5.3 shows that Symple outperforms the other approaches. Interestingly, on domains such as Greedy-Pegsol and Travelling-Salesman-MH,
the explicit search approach A*blind performs best, whereas in combinatorially
more challenging problems like Asterix or SDAC-Openstacks, symbolic approaches work best. Overall, these results show that EVMDD-A* is a promising
step to generalize planning and natively support actions with unit, constant and
state-dependent action costs.

Domain (#Tasks)

A*blind

Symba2
exp

cost

SYMPLE

Asterix (30)

9

26

30

30

Colored Gripper (30)

7

3

10

11

Greedy-Pegsol-08 (30)

29

0

25

27

Greedy-Pegsol-11 (20)

19

0

15

18

SDAC-Openstacks-08 (30)

6

19

9

15

SDAC-Openstacks-11 (20)

3

20

10

20

SDAC-Openstacks-14 (20)

0

17

0

7

Travelling-Salesman-MH (26)

19

1

16

15

Total Cov. (206)

92

86

115

143

Table 5.3: Total coverage (number of solved tasks) of different planner systems
using benchmarks containing state-dependent action costs. For Symba2, two
compilations to tasks with constant action cost are compared.

4 In the preprocessing step of Asterix and Travelling-Salesman-MH, relevance analysis
and h2 invariant computation is disabled in order to preserve variables which are relevant for
the cost functions of actions.

Chapter 6

Conclusion
In this work, Edge-Valued Multi-Valued Decision Diagrams (EVMDDs) are applied to symbolic planning which represents a novel approach. With EVMDDs
as underlying data structure it is possible to encode costs in the same decision
diagram that encodes reachability, while in BDD-based symbolic planning, each
BDD represents a set of states and multiple BDDs are required to encode at
what cost the states are reachable. In order to realize EVMDD-based planning,
the representations of state sets and transition relations with EVMDDs are
introduced and defined. In addition, the operations: existential quantification, restrict, preserve minimum and complement are generalized and defined
for EVMDDs. These operations form the basis for EVMDD-A* which is an
EVMDD variant of A*. It is proven that EVMDD-A* is a sound, complete
and optimal symbolic search algorithm. Furthermore, it is shown how progression (forward), regression (backward) and bidirectional search works with
EVMDD-A*. A planning system called Symple is introduced which implements EVMDD-A* with progression, regression and bidirectional search. Due
to lack of domains with state-dependent action costs, a new benchmark set consisting of eight different domains and more than 200 tasks is created. While the
empirical evaluation of Symple shows that BDD-A* is superior on many tasks
with unit-costs, Symple with EVMDD-A* outperforms all other approaches in
domains with state-dependent action costs.
For future work, it is planned to represent heuristics, such as Merge-andShrink abstraction [Hel+14] as EVMDDs, similar to how it was done for ADDs
[TLB13]. Contrary to explicit-state search, applying ADD-based heuristic representations to symbolic planning does not always pay off. It has to be investigated
whether the structural advantage of EVMDDs carries over to the representation of heuristic functions and whether it is thus possible to reinforce heuristic
symbolic search. Furthermore, the implementation of the image operation for
EVMDDs will be revisited by relying on results for efficient implementation
of the relational product for BDDs [Bur+94]. In order to empirically compare Symple with state-of-the-art planning systems on a number of benchmark
problems, Symple is already registered for participation in the International
Planning Competition 2018.

45

List of Figures
2.1
2.2

Different decision diagrams. . . . . . . . . . . . . . . . . . . . . .
Representation of an arithmetic function with MTMDD and
EVMDD. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3.1
3.2
3.3

10
11

Examples of different variable orderings for EVMDDs. . . . . . .
Different apply cases for EVMDDs. . . . . . . . . . . . . . . . .
Application of the restrict operator and of existential least-cost
quantification for EVMDDs. . . . . . . . . . . . . . . . . . . . . .
3.4 Application of the complement operator for EVMDDs. . . . . . .
3.5 Application of the preserve-min operator for EVMDDs. . . . . .
3.6 An EVMDD which represents an instance of the Subset Sum
Problem. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.7 An EVMDD which represents a set of states and their costs. . .
3.8 Visualization of a transition relation for an action. . . . . . . . .
3.9 Visualization of the image operator for EVMDDs. . . . . . . . .
3.10 Visualization of the preimage operator for EVMDDs. . . . . . . .

14
17

4.1

One iteration step of the EVMDD-A* algorithm. . . . . . . . . .

31

5.1

Memory comparison of Symple using Meddly with optimistic
and pessimistic node deletion policy on the IPC-2014 benchmark
set. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Time comparison of Symple using Meddly with optimistic and
pessimistic node deletion policy on the IPC-2014 benchmark set.
Memory comparison of Meddly-0.14 and Cudd-2.5 creating
BDDs which represent Boolean formulas. . . . . . . . . . . . . .
Time comparison of Meddly-0.14 and Cudd-2.5 creating BDDs
which represent Boolean formulas. . . . . . . . . . . . . . . . . .

5.2
5.3
5.4

46

20
21
22
23
24
25
26
28

38
38
40
40

List of Tables
2.1
2.2

Overview of different decision diagrams and their abbreviations.
Overview of different decision diagrams and their functionality. .

5.1

Total coverage of Symple with different settings for the IPC-2014
benchmark set. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Total coverage of different planning systems for the IPC-2014
benchmark set. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Total coverage of different planner systems using benchmarks
containing state-dependent action costs. . . . . . . . . . . . . . .

5.2
5.3

47

8
9
37
42
44

List of Algorithms
1
2

Binary apply algorithm for two EVMDDs. . . . . . . . . . . . . .
Process level of an EVMDD. . . . . . . . . . . . . . . . . . . . . .

16
16

3
4

Pseudocode for EVMDD-A*. . . . . . . . . . . . . . . . . . . . . .
Pseudocode for Plan Reconstruction. . . . . . . . . . . . . . . . .

32
33

48

Bibliography
[BM10]

Babar, J. and Miner, A. (2010). MEDDLY: Multi-terminal and
Edge-Valued Decision Diagram Library. In: Proceedings of the Seventh International Conference on the Quantitative Evaluation of
Systems (QEST 2010). IEEE Computer Society. Los Alamitos, CA,
USA, pp. 195–196.

[Bah+97]

Bahar, R. I., Frohm, E. A., Gaona, C. M., Hachtel, G. D., Macii, E.,
Pardo, A. and Somenzi, F. (1997). Algebraic Decision Diagrams and
Their Applications. In: Proceedings of the International Conference
on Computer Aided Design (ICCAD 1993). Vol. 10. 2–3, pp. 171–
206.

[BM08]

Becker, B. and Molitor, P. (2008). Technische Informatik: Eine
einführende Darstellung. 1st. Oldenbourg Verlag. München, Wien.

[BG01]

Bonet, B. and Geffner, H. (2001). Planning as Heuristic Search.
Artificial Intelligence 129.1, pp. 5–33.

[Bry86]

Bryant, R. E. (1986). Graph-Based Algorithms for Boolean Function
Manipulation. IEEE Transactions on Computers 35.8, pp. 677–691.

[Bur+94]

Burch, J. R., Clarke, E. M., Long, D. E., McMillan, K. L. and Dill,
D. L. (1994). Symbolic Mdel Checking for Sequential Circuit Verification. IEEE Transactions on Computer-Aided Design of Integrated
Circuits and Systems 13.4, pp. 401–424.

[Byl94]

Bylander, T. (1994). The Computational Complexity of Propositional STRIPS Planning. Artificial Intelligence 69.1-2, pp. 165–204.

[CS02]

Ciardo, G. and Siminiceanu, R. (2002). Using Edge-Valued Decision
Diagrams for Symbolic Generation of Shortest Paths. In: Proceedings of the Fourth International Conference on Formal Methods in
Computer-Aided Design (FMCAD 2002). Ed. by M. D. Aagaard and
J. W. O’Leary. Berlin, Heidelberg, Germany: Springer, pp. 256–273.

[Coo71]

Cook, S. A. (1971). The Complexity of Theorem-Proving Procedures. In: Proceedings of the Third Annual ACM Symposium on
Theory of Computing (STOC 1971). ACM. New York, NY, USA,
pp. 151–158.

[Dij+15]

Dijk, T. van, Hahn, E. M., Jansen, D. N., Li, Y., Neele, T., Stoelinga,
M., Turrini, A. and Zhang, L. (2015). A Comparative Study of BDD
Packages for Probabilistic Symbolic Model Checking. In: Proceedings
49

50

BIBLIOGRAPHY
of the International Symposium on Dependable Software Engineering: Theories, Tools, and Applications (SETTA 2015). Ed. by X. Li,
Z. Liu and W. Yi. Springer International Publishing. Cham, Switzerland, pp. 35–51.

[Dij59]

Dijkstra, E. W. (1959). A Note on Two Problems in Connexion with
Graphs. Numerische Mathematik 1.1, pp. 269–271.

[EFD05]

Ebendt, R., Fey, G. and Drechsler, R. (2005). Advanced BDD Optimization. 1st. Springer. Dordrecht, The Netherlands.

[EH01]

Edelkamp, S. and Helmert, M. (2001). MIPS: The Model-Checking
Integrated Planning System. AI Magazine 22.3, pp. 67–72.

[EK09]

Edelkamp, S. and Kissmann, P. (2009). Optimal Symbolic Planning
with Action Costs and Preferences. In: Proceedings of the TwentyFirst International Joint Conference on Artificial Intelligence (IJCAI 2009). Ed. by C. Boutilier. AAAI Press. Menlo Park, CA, USA,
pp. 1690–1695.

[EKT15]

Edelkamp, S., Kissmann, P. and Torralba, Á. (2015). BDDs Strike
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